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Abstract





The science of biology used to be fueled by kilobit quantities of information, mostly processed by humans. Now, public databases deliver biological information in gigabit quantities, and entire computers are devoted to the collection, storage, retrieval, and analysis of the information. Much of bioinformatics is therefore preoccupied with the construction of information retrieval algorithms. In any application, however, several different algorithms might be constructed. To compare them, a scientist must be prepared to measure the amount of information they retrieve. The ROC[n] score is a popular measurement of information retrieval in bioinformatics. Of two competing algorithms, the one with the higher ROC[n] score might be deemed superior. Upon deeper reflection, however, chance alone could be causing one ROC[n] score to be higher than another. Moreover, the "superior" algorithm might incur extra costs in programming difficulty, running time, or code maintenance, so it might not be preferable, unless statistical tests suggest that the higher ROC[n] score is real, and not due to chance. Is a difference between ROC[n]-s significant or not, in a statistical sense? A p-value based on bootstrap resampling of a database can answer the question.


We prove that in a large database, a small subset of records can be resampled using only independent Poisson random variates. Apart from theoretical considerations, Poisson resampling is an approximation relevant to many other practical measures of information retrieval, not just the ROC[n]. This provides a convenient programming economy in many cases of practical database resampling. Our main results are central limit theorems about the ROC[n] score and differences of ROC[n]s. These theorems lead to simple statistical tests that assign p-values to the differences between ROC[n] scores, based on the fact that they are normally distributed. The means and standard deviations can be easily computed from the retrieval lists, and code already exists to compute them. In the data we examined, our CLT always approximated the corresponding means and standard deviations to within 2%. This leads to highly accurate p-values and eliminates the need for bootstrapping the database. The p-values computed allow for selection of algorithms that are indeed significantly better than their competing versions. Cruder versions of these results have already been used in deciding which of several new ideas should be incorporated into a version of BLAST.
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