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Introduction
The purpose of this experiment was to evaluate of a computer tool that aims to improve intelligence analysis. This tool provides an external workspace for performing the Analysis of Competing Hypotheses (ACH) method (Heuer, 1999). This experiment focused on a comparison of performance using the ACH computer tool to performance using the ACH method without the computer tool. This experiment was conducted in parallel with a study at NIST (National Institute of Standards and Technology) that focused on an evaluation of the ACH computer tool compared against analysis that does not use the ACH method.
Problems with Intuitive Analysis

Heuer (1999) reviewed psychological literature relevant to the performance of intelligence analysis and identifies various cognitive and perceptual limits that impede attainment of best practice.  Human working memory has inherent capacity limits and transient storage properties that limit the amount of information that can be simultaneously heeded. Human perception is biased towards interpretation of information into existing schemas and existing expectations. Reasoning is subject to a variety of well-documented heuristics and biases (Tversky & Kahneman, 1974) that deviate from normative rationality. In problem structuring and decision analysis, people typically fail to generate hypotheses, fail to consider the diagnosticity of evidence, and fail to focus on disconfirmation of hypotheses. ACH is designed to ameliorate the problems with intuitive intelligence analysis that arise from human psychology.

The Method of Analysis of Competing Hypotheses
ACH consists of the following steps.

1. Identify possible hypotheses

2. Make a list of significant evidence for/against

3. Prepare a Hypothesis X Evidence matrix

4. Refine matrix.  Delete evidence and arguments that have no diagnosticity

5. Draw tentative conclusions about relative likelihoods.  Try to disprove hypotheses

6. Analyze sensitivity to critical evidential items

7. Report conclusions.

8. Identify milestones for future observations

ACH requires that you start with a full set of alternative possibilities (hypotheses) rather than a single most likely alternative. For each item of evidence, it requires you to evaluate whether this evidence is consistent or inconsistent with each hypothesis. Only the inconsistent evidence is counted when calculating a score for each hypothesis. The most probable hypothesis is the one with the least evidence against it, not the one with the most evidence for it. This is because ACH seeks to refute or eliminate hypotheses, whereas conventional intuitive analysis generally seeks to confirm a favored hypothesis.
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Figure 1. The ACH0 tool containing an analysis example concerning Iraq.

ACH0
ACH0 is an experimental program that provides a table oriented workspace for performing the ACH method.  ACH0 allows the analyst to sort and compare the evidence in various analytically-useful ways. It sorts the evidence by diagnosticity, weight, type of source, and date/time. Evidence can be partitioned to compare the probabilities of the hypotheses based only on older evidence versus more recent evidence, or based on open sources versus clandestine sources, or based on the analyst's assumptions and logical deductions versus hard evidence
Figure 1 presents a screen shot of ACH0, illustrating its table format. The hypotheses under consideration in the example are the columns labeled H1, H2, and H3. Six items of evidence are present in the example in the rows labeled E1 through E6. In the ACH Method, each piece of evidence is assumed to be independent and the hypotheses are exhaustive and mutually exclusive.

An entry of “I” signals that this evidence is inconsistent with the corresponding hypothesis, and entry of “II” signals that it is very inconsistent with the evidence. The “C” and “CC” entries indicate two levels of consistency. ACH0 distinguishes between “I” and “II” in lieu of a detailed representation of how evidence conflicts with a hypothesis. In other words, it models evidence as being contradictory without saying how it is contradictory. (A more detailed representation that focuses on causes of contradiction could be useful in generating trees of alternative hypotheses). Rather than employing a symbolic representation of contradiction or a probabilistic one, the ACH method simply provides two levels of inconsistency. Similarly, ACH0 provides three levels of weight assigned to evidence. Roughly, this weight is a stand-in for a richer representation of the quality of evidence. Is it reliable? Is the source authoritative? Or is this “evidence” really just an assumption?
ACH0 is intended as a simple tool for organizing thinking about analysis. Its simplicity creates both strengths and weaknesses. Here are some strengths:

· Encourages systematic analysis of multiple competing hypotheses.

· Creates an explicit record of the use of hypotheses and evidence that can be shared, critiqued, and experimented with by others.

· Easy to learn.

· Uses information that analysts can practically understand and enter into the tool.

· Focuses attention on disconfirming evidence – counteracting the common bias of

· focusing on confirming evidence.

· Does not require precise estimates of probabilities.

· Does not require complex explicit representations of compound hypotheses, time, space, assumptions, or processes.

· Works without a complex computer infrastructure
Here are some weaknesses.

· Does not and cannot provide detailed and accurate probabilities.

· Does not provide a basis for marshalling evidence by time, location, or cause.

· Does not provide a basis for accounting for assumptions.

· Many of the cognitive steps in analysis are not covered at all.
With these caveats ACH0 can have value when used with a clear understanding of its limitations.
Basic Claims about ACH

Three are three key aspects of ACH that are aimed at ameliorating the problems of intuitive analysis above:

1. ACH promotes the generation of a fuller set of alternative hypotheses that each receive equal attention.

2. ACH promotes the identification of key evidence with greatest diagnostic value.

3. Analysts are shaped to seek evidence to refute hypotheses (disconfirm rather than confirm).

These aspects have ancillary effects, including:

· Increasing the odds of getting the right answer

· Providing an audit trail of how evidence used in analysis,

· External matrix representation provides a focus of discussion for a group and can raise disagreements

· External matrix representation increases the amount of information that will receive attention

· Each element of evidence is tested against a broader set of hypotheses

· Greater likelihoods assigned to alternative hypotheses (because of increased attention)

Related Research

A study conducted by Cheikes, Brown, Lehner, and Adelman (2004) investigated the effect of the ACH method in eliminating confirmation bias and the anchoring heuristic. Confirmation bias (Wason, 1960) is the tendency of people to generate, select, or remember information that confirms a previously held hypothesis.  The anchoring heuristic (Tversky & Kahneman, 1974) occurs in judgments under uncertainty when people begin with an estimate of uncertainty (e.g., a probability or confidence rating) and adjust it minimally in light of new evidence. Cheikes et al. (2004) contrasted groups of subjects working with or without ACH on an intelligence problem (Jones, 1995) concerning hypothesized causes of the explosion on the battleship USS Iowa in 1989. Subjects were given three hypotheses to evaluate and received 60 items of evidence. The evidence was delivered to subjects in batches of 15. ACH subjects filled out the ACH matrix with ratings (-2 to 2) of their degree of support of evidence for hypothesis in an ACH matrix. After each batch of 15 items both groups were asked to provide confidence ratings for each hypothesis.
Cheikes et al. (2004) found evidence of a confirmation bias, and also found that non-ACH subjects, more so than ACH subjects, tended to distort their evaluations of evidence to confirm the hypotheses they had been given. There was also a tendency to produce higher confirmation ratings for evidence related to the hypothesis preferred by subjects. This effect was mitigated by ACH for subjects with less analysis experience. Overall ACH appeared to mitigate confirmation bias for analysts with less analytic expertise. While there was some evidence of an anchoring effect, there was no evidence that ACH reduced the effect.
The study presented here was conducted in coordination with one (Scholtz, 2004) conducted at the National Institute of Standards and Technology (NIST).  The NIST study evaluated ACH0 with six Naval Reservists. Each subject received two problems and solved the first problem using their normal methodology (control condition) and solved the second problem using ACH​0 (the order of presentation of the specific problems was counterbalanced across subjects).

Overall, the NIST study (Scholtz, 2004) suggests that the Naval Reservists found the ACH0 tool to be useful. Results suggest that

· Analysts were fairly confident of their ability to analyze the scenario.

· Analysts were fairly confident about using the tool but questioned the scoring, and in some cases, the outcome.  

· The analysts were able to use the tool with very little difficulty.

· The analysts felt confident that the ACH tool would improve their final report.  They were less sure that it would increase the speed at which they could complete the report but felt the tradeoff in quality was worth a reduced speed.  Two thirds of the subjects felt that the tool could help show missing evidence to some degree.  They were more confident in the ability of the tool to help with the consideration of more hypotheses.  They also felt that the tool would help improve the thoroughness of analysis.  

· Analysts felt that it would be more difficult to use the ACH method without the tool.   They were inclined to use the ACH method in future work and were quite positive about the use of the ACH method in helping them do their jobs.  

· Analysts felt the ACH method was easy to learn and use.  However, they felt that they had more to learn to apply ACH in their work environment.  
· Quantitative data supported the analysts’ view that more hypotheses were explored with the tool. 
· The analysts did not use the more advanced features of ACH.  Only one analyst sorted evidence;  few deleted evidence.
Method
Participants
Participants were students in an operational intelligence class at the Naval Postgraduate School (NPS) in Monterey. A total of N = 25 students participated.

Procedure

Participants were divided into two groups. N = 12 students were assigned to the ACH-Computer group and N = 13 students were assigned to the ACH-Paper group. Participants in the ACH-Computer group worked individually on cases using the ACH software tool, whereas participants in the ACH-Paper group worked the same cases using paper, rulers, writing utensils, and similar office supplies provided by the experimenters. An attempt was made to match the composition of the two groups by prior experience in intelligence work. 

The study took place in a classroom computer laboratory at the NPS campus. The ACH-Computer group worked at personal computers running the Windows 2000 operating system that were arranged facing outwards around the perimeter of the lab. The ACH-Paper group worked at desks arranged in the center of the lab. Instructions were given using PowerPoint slides presented from the from of the lab by one of the investigators. Participants in both groups heard the instructions at the same time, although portions of the instructions might be noted as relevant to only one group or the other. In addition to the  investigator presenting the instructions, a second investigator presented an ACH demo, and three more provided additional assistance. Questions were allowed. Simple questions concerning misunderstanding of the procedure were handled individually. Overall, however, there were less than 10 questions throughout the entire procedure from all students. Almost all of these were simple questions of clarification, although there was one substantive question (see results).

Prior to the experiment, participants were asked to read Chapter 8 of Heuer (1999) which introduces and discusses the ACH method. Participants were also asked to fill out a demographic questionnaire prior to the study. The experiment was divided into two two-hour sessions. Session 1 took place 10:00am – Noon and Session 2 from 3:00pm to 5:00pm.

 Session 1 began began with a brief introduction to the experiment and investigators, paper work, handing out of materials, and assignment to groups. Participants were asked to read a brief tutorial. The tutorial for both groups reviewed the ACH method and discussed the analysis of evidence diagnosticity, evidence weighting, and identifying the most likely hypothesis. The ACH-Computer tutorial contained additional information regarding the ACH software tool. Participants were allowed to read through the tutorial until everyone indicated they were done. Following the tutorial, the investigator noted several differences between Chappter 8 of Heuer and the tutorial: (1) hypotheses were to be written out in full, rather than labeled using H1, H2, and so on, (2) a range of consistency labels (CC = very consistent, C = consistent, N = neutral, I = inconsistent, II = very inconsistent, and NA = not applicable) were to be used instead of +/-, (3) a type column was to be used to label the type or source of intelligence, (4) a weight column was to be used with labels HIGH, MEDIUM, and LOW. All participants were given hardcopies of Chapter 8 of Heuer (1999) and asked to turn to the main example used in that chapter, which is an ACH matrix concerning possible reactions of Saddam Hussein during the buildup to the 1991 Gulf War (Iraq Example)Participants in the ACH-Paper group were provided with a practice ACH matrix (with evidence and hypotheses from the Iraq Example already entered) to fill in using the new consistent labels and evidence types. As the ACH-Paper group worked on the Iraq Example, the participants in the ACH-Computer group were asked to open in ACH a file that corresponded to the Iraq example and were provided with a brief demonstration of the menus and features of ACH.

The remainder of Session 1 was devoted to solving Case 1 (Ramos Case). Participants worked on Case 2 2 (JCITA Case) in Session 2. Pilot studies conducted at NIST suggested that Case 1 required 1 hr to complete in full, whereas Case 2 required 2 hr to complete in full. To create a situation with moderate deadline pressures, participants in both groups were given 45 min to construct an ACH matrix for Case 1 and 75 min to construct an ACH matrix for Case 2. Booklets containing descriptions of the cases were handed out, face-down, to all participants, and a “go” signal was given by the investigator to start everyone at the same time. All participants were told when there were 10 min, 5 min, and 1 min remaining. Participants were also instructed to write down their finish time (from a clock on the wall) if they felt they were done prior to the deadline. After the deadline for completing the ACH matrix, all participants were provided with an ACH Reporting form. ACH Reporting Form required participants to provide a list of their hypotheses for the case, and for each hypothesis to provide a qualitative degree of belief in the hypothesis and a brief (1 – 3 sentence) rationale. Participants were asked to indicate their qualitative degree of belief using one of the following labels: Almost Certain, Very Probably, Probable, Chances about Even, Unlikely, Very Unlikely, and Almost Certainly Not. Participants were given 10 min to complete the ACH Reporting Form.

Following Case 2, at the end of Session 2, participants were asked to complete two forms. The first was the NASA-TLX mental workload instrument. The NASA-TLX instrument obtains measures on six factors involved in overall workload:

· Mental demand, whether the analysis task affects the user’s attention or focus

· Physical demand, whether the analysis task affects the user’s health, makes user tired, etc.

· Temporal demand, whether the analysis task takes a lot of time that a user cannot afford

· Performance, whether the analysis task is heavy or light in terms of workload

· Frustration, whether the analysis task makes a user unhappy or frustrated

· Effort, whether the user has spent a lot of effort on the analysis task.

 Each of the six components is rated on a 7-point scale (1 = low; 7 = high) and each pair of components is compared for difficulty.

The second instrument was a post-test designed to evaluate the ACH tool. This was designed in collaboration with NIST and the details are discussed in the results section.

Results

Problem Structuring

Table 1 presents the mean completion time, number of columns of hypotheses and number of rows of evidence in subjects’ final ACH matrices. The experiment was designed to have moderate deadline pressure, so we expected most subjects to use all the time available (Case 1 max time was 45 min; Case 2 max time was 75 min). However, subjects who finished early recorded their completion times. Consequently, the mean times in Table 1 are based on subject data that have a ceiling of 45 min for Case 1 and 75 min for Case 2.

There were no significant differences between the two groups on any of the variables in Table 1: Case 1 Time, t(15.3) = 1.69, p = 0.11; Case 1 Evidence, t(19.4) = 1.47, p = 0.16; Case 1 Hypotheses, t(14.4) = 0.36, p = 0.72; Case 2 Time, t(16.6) = 0.55, p = 0.59; Case 2 Evidence t(17.6) = 0.69, p = 0.50; Case 2 Hypotheses, t(17.8) = 1.36, p = 0.19.
In addition, we examined the proportion of inconsistent (“I” or “II”) relations in subjects final ACH matrices. The ACH-Paper group had a mean 25.2% of their ACH matrices filled with inconsistent relations and the ACH-Computer group had a mean 22.6% inconsistent relations, and this was not a significant difference, t(21) = 0.59, p = 0.56 when computed on the proportions following an arcsine transformation.

In summary, the ACH-Paper and ACH-Computer groups did not exhibit any significant differences on major problem structuring factors that are the main focus of the ACH method: amount of evidence considered, number of hypotheses generated, and amount of inconsistent relations considered.

Table 1
Mean completion times, number of hypotheses generated, and amount of evidence considered (standard deviations in parentheses).

	
	Case 1

(Ramos)
	
	Case 2

(JCITA)

	Group
	Time1
	Evidence
	Hypotheses
	
	Time2
	Evidence
	Hypotheses

	ACH-Paper


	39.4

(7.2)
	11.7

(4.0)
	3.6

(1.0)
	
	71.0

(6.9)
	21.1

(6.3)
	3.8

(1.0)

	ACH-Computer


	43.0

(2.5)
	14.2

(4.1)
	3.4

(1.6)
	
	69.2

(7.4)
	19.4

(4.4)
	4.3

(0.7)


Note: 
1Maximum time in Case 1 is 45 min


2Maximum time in Case 2 is 75 min

Post-test Evaluations
Workload

Responses to the NASA-TLX instrument were used to compute overall workload ratings (1 = low; 7 = high). The overall workload ratings were higher for the ACH-Paper group (M = 5.1, SD = 0.91)) than the ACH-Computer group (M = 3.9, SD = 1.34), t(12.5) = 2.25, p < .05 (computed on log-transformed data). There were no significant differences on any of the six subfactors (mental, physical, temporal, performance, frustration, effort).

Tool Evaluation
Table 2 presents results from the ACH Post-test. The only significant difference between the ACH-Paper and ACH-Computer groups was on the question “How confident were you in your ability to use the tool to perform this task: (Question 5m Table 2, t(9.4) = 2.33, p < .05 (computed on log-transformed data), which reflects the novelty of the computer tool
Table 2
Mean ratings on ACH Post-test Questionnaire.
	Question
	ACH-Paper
	ACH-Computer

	1. Did the task you performed resemble tasks you could imagine performing at work?
(1 = not realistic-…5 = realistic)
	3.6
(1.5)


	3.9
(1.3)

	2. How did the task compare in difficulty to tasks that you normally perform at work?
(1 = less diffiult…5 = more difficult)
	3.3
(1.1)


	3.0
(1.4)

	3. How confident were you of your ability to analyze the scenario?
(1 = less confident…5 = more confident)
	3.9
(0.3)


	3.7
(1.1)

	4. How confident were you of your ability to use ACH to accomplish the assigned task?
(1 = less confident…5 = more confident)
	3.8
(1.0)


	3.6
(1.4)

	5. How confident were you in your ability to use the tool to perform this task?
(1 = less confident…5 = more confident)
	4.7
(0.9)


	3.2
(1.5)

	6. How would you assess the length of time that you were given to perform this task?
(1 = too little…5 = too much)
	2.8
(1.2)


	3.2
(0.8)

	7. If you had to perform a task like the one described in the scenario at work, do you think that using the ACH method would 

a. Improve your final report? (1=not at all…5=a lot)
	4.4
(1.2)
	4.0
(0.7)

	b. Increase the speed of your analysis?
(1 = not at all…5 = a lot)
	2.9
(1.1)


	3.6
(0.7)

	c. Determine which pieces of evidence are critical/missing/inconsistent?
(1 = not at all…5 = a lot)
	4.4
(0.8)


	3.6
(1.2)

	d. Enable you to consider and evaluate more hypotheses about the scenario?
(1 = not at all…5 = a lot)
	3.5
(1.4)


	3.8
(1.2)

	e. Increase the thoroughness of your analysis?
(1 = not at all…5 = a lot)
	4.0
(0.8)


	4.0
(0.5)

	8. Imagine performing this task using ACH but without a tool to help you organize evidence with your hypotheses.    Do you think that task would be (1= easier…5 = more challenging)
	4.1
(0.9)
	4.3
(0.7)

	9. Imagine performing this without using the ACH method. Would this task be easier or more challenging?
(1 = not at all…5 = a lot)
	3.6
(0.7)


	3.8
(0.8)

	10. Could you see yourself using the ACH method in your future work?
(1 = not at all…5 = a lot)
	3.9
(0.6)


	3.8
(0.7)

	11. Do you think using the ACH method could help intelligence analysts perform their jobs?

(1 = not at all…5 = a lot)
	4.1
(0.6)


	4.1
(0.6)

	12. Did you think the ACH method was easy to learn and use?

(1 = not at all…5 = a lot)
	4.4
(0.7)


	4.2
(0.7)

	13. After the training you had today, how familiar do you feel with the Analysis of Competing Hypotheses method?

(1 = not at all…5 = a lot)
	4.1
(0.9)
	3.6
(0.9)


General Discussion

Overall, there were few differences between students using the ACH computer tool and students using ACH without computer support. Problem structuring indicators (number of hypotheses, amount of evidence, inconsistent relations) did not differ between the two groups of students. The ACH computer tool did provide improvement in workload.

Student reviews of the NPS course in which the ACH study was conducted were summarized for us by the instructor, who reported: 

I've received the Student observation input from my course this summer. They are anonymous and electronic and are the final view from the students on what worked and didn't from their perspective.  I'm pleased to tell you all comments on the ACH evolution were all very positive. Many pointed out the ACH study as a clear highlight for them.  In particular, there were several comments about how beneficial the case study was as it forced them to apply in a practical sense some of the theory of what they had been reading and discussing.
These qualitative reviews are consistent with the evaluations provided by the Naval Reservists in the NIST (Scholtz, 2004) study.
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