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Abstract

Multi-target tracking plays a key role in many computer

vision applications including robotics, human-computer in-

teraction, event recognition, etc., and has received increas-

ing attention in past several years. Starting with an ob-

ject detector is one of many approaches used by existing

multi-target tracking methods to create initial short tracks

called tracklets. These tracklets are then gradually grouped

into longer final tracks in a heirarchical framework. Al-

though object detectors have greatly improved in recent

years, these detectors are far from perfect and can fail to

detect the object of interest or identify a false positive as the

desired object. Due to the presence of false positives or mis-

detections from the object detector, these tracking methods

can suffer from track fragmentations and identity switches.

To address this problem, we formulate multi-target tracking

as a min-cost flow graph problem which we call the aver-

age shortest path. This average shortest path is designed

to be less biased towards the track length. In our average

shortest path framework, object misdetection is treated as

an occlusion and is represented by the edges between track-

let nodes across non consecutive frames. We evaluate our

method on the publicly available ETH dataset. Camera mo-

tion and long occlusions in a busy street scene make ETH

a challenging dataset. We achieve competitive results with

lower identity switches on this dataset as compared to the

state of the art methods.

1. Introduction

Tracking multiple targets has direct applications in the

field of computer vision such as robotics, human-computer

interaction, event recognition and surveillance systems. It is

an important but challenging problem to solve. Multi-target

tracking involves finding all target trajectories in a given

video scene while ensuring the target identities are main-

tained. Often such scenes are comprised of crowded envi-

roments which make tracking a difficult task to accomplish.

Occlusion of targets because of intersecting target paths and

appearance similarity is quite common in such scenarios.

Figure 1. Example of our tracking results on the ETH dataset. The

aim of proposed method is to detect individual targets and main-

tain their identities

Multi-target tracking has received a great deal of atten-

tion in recent years and several approaches have been put

forth for addressing this challenging problem. Initial track-

ing methods focussed on using information only from past

and current frames. Wu et al. [21] and Khan et al. [11] uti-

lize an online decision making framework, wherein frame

by frame analysis is performed to decide target trajectory

identity. In [15, 19, 5, 9], multiple targets are tracked sep-

arately where an appearance model is usually employed to

distinguish between each separate target. Meanshift or par-

ticle filtering approach is then used to update the appear-

ance models in an online manner. Such methods suffer

large number of identity switches and track interruptions

also known as track fragmentation, due to the complexity

and uncertainty of the observed target data. Also since these

methods are dependent only on past and current frames,

they are more suitable for online applications.

One possible solution to elevate the shortcomings of

these earlier methods, is to consider future frame observa-

tions along with current and past frames to make global

inference. This has inspired and led to development of

newer tracking approaches called as data association track-
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ing [16, 8, 10, 14, 26, 16, 23, 24, 8, 22].

Another factor responsible for the popularity of such data

association based methods is the progress in object detec-

tion [7, 6, 18, 20]. These object detectors are more adept at

handling difficulties like camera motion etc. even in a com-

plicated scene. Usually a class specific pre-trained detector

is deployed in these data association methods to identify

mulitple objects of the same class in each frame. Using the

detection responses from the object detectors, these data as-

sociation methods generate short but reliable parts of the

tracks called as tracklets. These tracklets are then linked

into eventual long tracks by considering future frames in

a global framework. Often a pre-defined or online learned

affinity model is used to distinguish between multiple tar-

gets in linking these tracklets. Along with appearance mod-

els based on simple cues like color histograms, linear mo-

tion models help in maintaining track identity while linking

tracklets by enforcing motion smoothness.

There are many such data association based tracking

methods in current literature which utilise future frames

in addition to current and past frames for deriving final

tracks. For example, Berclaz et al. [3] use dynamic pro-

gramming based greedy approach to optimize each track

individually. Pirsiavash et al. [17] propose a greedy succes-

sive shortest paths approach using dynamic programming

and cost-flow networks for multi-target tracking. Andriluka

et al. [2] utilised Viterbi algorithm to obtain optimal trajec-

tories. Zhang et al. [26] model MAP association problem

using a cost-flow network and describe an explicit occlu-

sion model to address occlusion problem. These dynamic

programming and viterbi based algorithms have a bias to-

wards the track length, based on the tracklet pair linkage

cost and can result in shorter tracks. Because some of these

methods do not explicitly handle occlusion, these methods

may produce many smaller tracks, leading to larger frag-

mentation and increased identity switches.

Considering the aforementioned observations, we over-

come these problems by regarding misdetection as an oc-

clusion and propose to formulate multi-target tracking as a

min-cost flow graph problem which we call as the average

shortest path. The proposed method is a global method to

minimize the average tracklet linkage affinities and is less

biased towards the track length. Along with the tracklet

linkage affinities, we also take into consideration the length

of the tracklet pair in this average shortest path, which re-

sults in globally optimal long and coherent tracks. Our

method optimizes each target trajectory separately. A node

in the average shortest path graph represents each linkable

tracklet and the edge between any two nodes denotes the

linkage possibility between such a node pair. In contrast

with the previous methods which strictly enforce edges in

their graph structure to be between consecutive frames, we

do not enforce such constraints. In our directed graph, node

edges can exist between tracklet pairs which are in non con-

secutive frames. This graph structure formulation allows

the proposed method to inherently represent the occlusions

in the directed graph and also avoid identity switches due

to false positive target detections. Trajectory entry and exit

points are also incorporated into the graph structure which

is elaborated in section 2.3.

Yang et al. [23] use a CRF model to model associa-

tion between pair of tracklets to better distinguish between

tracklet pairs and use an offline approach to learn the depen-

dencies. In their later work, Yang et al. [24] add an online

learning method to the CRF model, to learn the dependen-

cies and distinguish difficult pair of tracklets. In contrast,

no such offline or online learning framework for creating an

affinity model is required in the proposed method.

Our framework incorporates simple global motion and

appearance cues into the graph structure for distinguishing

each target. We use a simple linear motion model and a

color histogram based appearance model for tracklet affini-

ties. We test the proposed algorithm on the challenging

ETH dataset which contains camera motion as well as heavy

occlusions in a busy street scene. We compare our methods

with several existing methods [13, 24, 25] and obtain com-

petitive results.

The rest of the paper is organised as follows: problem

formulation of the proposed method is given in Section 2.

Experiments are shown in Section 3 and conclusion in Sec-

tion 4.

2. Proposed Method

Figure 2 illustrates the pipeline of our proposed method.

Given an input video sequence, a pre-trained object detector

is applied to this sequence on each frame to obtain detec-

tion responses. It is possible that the trained detector might

fail to detect certain targets on some frames or can have

false positive detections. Based on these noisy detection re-

sponses, we apply a tracklet generation step similar to [24],

which is a low level association process to link detection

responses into short but reliable tracks known as tracklets.

We detail this tracklet generation process below in section

2.1. Once these reliable tracklets are generated, a hierarchi-

cal pipeline is used to obtain final tracks which is described

in section 2.2. Section 2.3 describes a directed graph con-

struction, based on which we develop an average shortest

path algorithm which we run on each level of the hierar-

chical framework to obtain long tracks. Affinity models re-

quired for defining edge weights for this graph along with

details about appearance and motion estimation are detailed

in section 2.4.

2.1. Reliable tracklets

In the tracklet generation step, a dual threshold strat-

egy similar to [8] is applied to obtain short but reliable
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Figure 2. An illustration of the components of the proposed method pipeline. On any given input video, an object detector is applied to

obtain detection responses. Tracklets are generated from these responses using the tracklet generation step, which are then used as an

initialization for the hierarchical framework. Each tracking stage forms a level of the hierarchical framework with its output tracklets as

the input for next tracking stage.

tracks, also known as tracklets. In this process, associa-

tion is done only between two consecutive frames in order

to maintain reliability of the tracklets and to avoid target

identity switches at this early stage of tracking. The like-

ness between two detection responses is calculated based

on their comparative position, size and color histograms. A

score matrix M is calculated considering all the detection

responses in two consecutive frames. Two thresholds, θ1
to decide if two responses are to be linked and θ2 to se-

lect these two responses over any other responses are used

based on the matrix M. This conservative strategy results in

reliable but short tracklets, leaving higher level graph asso-

ciation to deal with any ambiguity in contentious tracklet

pairs.

2.2. Hierarchical Pipeline for track generation

As illustrated in Figure 2, the entire track generation

process can be described by a hierarchical pipeline. The

tracklets obtained from the tracklet generation stage form

the lowest level and initializes this hierarchical process. At

each tracking stage of the pipeline , tracklets obtained from

the previous level are used as the input for the current level.

To constrain what tracklets may be joined in a partic-

ular level, we define a gap distance between tracklets as

the number of frames between the end of the first tracklet,

G(Ti), and the start, F (Tj) of the second tracklet. We then

constrain what tracklets may be joined by

0 ≤ |f(Ti)− g(Tj)| ≤ γ (1)

which constrains the distance between the end of tracklet Ti

and the start of tracklet Tj to be between 0 and a constant γ.

This constant is determined by the hierarchical level. We

initially set γ to be a small value at lower levels in the hier-

archical pipeline, and increase its value at the higher levels

of the pipeline.

With these constraints, we create an average shortest

path graph formulation for tracklet association at each

tracking stage using link probabilities between the input

tracklets from the previous stage. Link probability between

tracklets is defined using an affinity model based on mo-

tion, appearance and position. Similar to γ above, strict

constraints based on these three cues are enforced to main-

tain tracklet reliability at the lower levels of the hierarchical

pipeline. These constraints are relaxed at each higher hi-

erarchical pipeline. We will discuss these constrains in our

evaluation below, as they do not have any effect on the graph

construction.

2.3. Average Shortest Path

We reduce a collection of tracklets to a graph formula-

tion G, after which we find the average shortest path in this

graph. In this graph, we assign different edge weights based

on type of edge which is formed between different types of
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Figure 3. Illustration of converting tracklets to a graph formulation which can be used for finding the average shortest path.

nodes. Along with the edge weights, we also assign a length

for each edge. This length represents the number of frames

in the second tracklet in a joined tracklet pair. We then

formulate our tracking problem as an optimization function

based on aforementioned edge weights and lengths. As il-

lustrated in Figure 3, starting from the tracklet set, shown

in Figure 3 (a), obtained from the low level tracklet genera-

tion or a previous hierarchical level, we construct a directed

graph G where each tracklet is represented by a node, to-

gether with two additional nodes: entry node s and exit node

t. We then construct following (directed) edges in this graph

G:

• Edges between tracklet pairs in consecutive frames, as

shown by dark solid lines in Figure 3 (b), such as the

edge between u1 and u2. These represent connections

between tracklets without occlusion.

• Edges between tracklet pairs in non-consecutive

frames, as shown by the red lines in Figure 3 (b), such

as the edge between u1 and u3. These represent con-

nections between tracklets with occlusion. Such edges

are only allowed if they satisfy Equation 1.

• Edges between the entry node s and a tracklet node.

These are shown by the dashed edges starting from s

in Figure 3 (b); for example, the edge from s to u2.

Any path through the graph must start from s, and so

any such edge included in a shortest path dictates the

tracklet that begins the track.

• Edges between a tracklet node and the exit node t.

These are shown by the dashed edges ending at t in

Figure 3 (b); for example, the edge from u3 to t. The

inclusion of any such edge in a path denotes the end of

the track.

• An additional edge from the exit node t to the en-

try node s, as shown by the blue dashed edge in Fig-

ure 3 (b). This additional edge will convert the prob-

lem of finding an optimal path in graph G to a problem

of finding an optimal cycle in graph G’.

For each edge between nodes representing the tracklets

i.e. darker edges in Figure 3 (b), we define its edge weight

w(·, ·) to measure the cost that the track traverses the two

involved tracklets. For example, w(ui, uj) is the minimum

cost that the two tracklets ui and uj should be in the same

track. For each edge starting from s, we define its edge

weight to reflect the cost of starting a track at a certain track-

let. For example, w(s, ui) is the cost that the desirable track

starts from the tracklet ui. For each edge ending at t, we

define its edge weight to reflect the cost of ending a track at

a particular tracklet. For example, w(ui, t) is the cost that

the desirable track includes tracklet ui as its last tracklet.

We describe our weight formulation w(·, ·) later in section

2.4.

We additionally define a length weight for each edge.

We set an edge length for a pair of tracklets ui and uj as

l(ui, uj) = the number of frames along the tracklet uj ,

which corresponds to all the solid edges in Figure 3 (b). We

also set l(s, ui) = the number of frames along the tracklet

ui and l(ui, t) = 0, which corresponds to the dashed edges
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in Figure 3. Our goal of tracking is then to find a (directed)

path P from s to t with a minimum average cost:

φ(P) =

∑
u,v∈P w(u, v)

∑
u,v∈P l(u, v)

.

This we call the average shortest path. This formulation

introduces a preference for the largest possible detection re-

sponses in the output track. This formulation can be then

converted to a problem of finding a (directed) cycle C in the

graph G’ with the minimum average cost,

φ(C) =

∑
u,v∈C w(u, v)

∑
u,v∈C l(u, v)

,

since C is the union of P and the edge t → s. We set the

weight for the augmented edge t →s as w(t, s) = 0 and

l(t, s) = 0. This way, finding the average shortest path

in G is reduced to the problem of identifying a directed cy-

cle C in the augmented graph G′ with a maximum cycle

ratio φ(C). We then transform the edge weight w to W

by W (u, v) = 1 − w(u, v) for all edges in the augmented

graph G′. The problem is then reduced to finding a cycle

with a minimum cycle ratio:

∑
u,v∈C W (u, v)

∑
u,v∈C l(u, v)

.

It is easy to prove that the desired cycle with the minimum

cycle ratio is invariant to the edge weight transformation,

W (u, v)←W (u, v)− b · l(u, v) (2)

for any constant b [1]. Clearly, there exists an optimal con-

stant b∗ such that the linear transform in Eq. (2) leads to∑
u,v∈C W (u, v) = 0. In this case, the problem is reduced

to finding a zero-weight cycle with
∑

u,v∈C W (u, v) = 0.

To search for this optimal b∗ and this zero-weight cycle, we

can use the sequential-search algorithm [1] shown in Algo-

rithm 1 on G′.

Negative cycle detection is a well-solved polynomial

time problem [4]. Let n be the number of tracklets and m be

the number of edges in the graph G′, then this algorithm has

a worst-case running time of O(n2m log(n)) but normally

runs less than this on real video sequence.

2.4.Affinitymodel based onmotion and appearance

As described in Section 2.3, we need a score w(ui, uj)
between two tracklets ui and uj to define the similarity/link

possibility between them. We define an affinity model us-

ing simple appearance, size and motion cues. To build a

simple appearance model we compute the color histogram

for each detection response at a small patch at the center

of first tracklet tail and at the head of the second tracklet

Algorithm 1 Sequential-search Algorithm:

1: Initialize b = maxeǫE W (e) + 1. We know that b∗ < b

2: Transform the edge weights using Eq. (2) and then de-

tect a negative cycle C, i.e.,
∑

e∈C W (e) < 0. For the

initial b, there must exist such a negative cycle because

the current b > b∗. If no negative cycle is detected in a

later iteration, return the cycle C detected in the previ-

ous iteration as a minimum ratio cycle in the augmented

graph G′

3: Calculate the cycle ratio
∑

e∈C
W (e)

∑
e∈C

l(e) using the origi-

nal edge weights W without applying the linear trans-

formation (2), using this calculated cycle ratio as the

new b, and then return to Step 2.

similar to [12]. We represent these local image patches

by using standard color histograms. We choose RGB color

space. A single vector Crgb is constructed from single chan-

nel histograms using 32 bins for each channel to form a 96

element vector. We use the correlation coefficient to calcu-

late the similarity measure Pa between any two color his-

tograms. We define our simple motion model as in [24].

f(T 1) g(T2)

t2))v(g(Tg(T2) − f(T 1) v(f(T 1)) t+

1
T

2

P
1

P
2

T

Figure 4. Motion model

Motion probability Pm is based on the difference between

the position calculated using a linear motion model and the

actual positions. The motion score Pm between tracklets T1

and T2 is calculated given ∆P1 = g(T2)− v(g(T2)) ·∆t−
f(T1) and ∆P2 = f(T1) + v(f(T1)) ·∆t− g(T2) as

Pm = pX(∆P1) · pX(∆P2)

where X conforms to zero-mean σp variance gaussian dis-

tribution, ∆t is the frame difference between f(T1) and

g(T2), and v(·) is the velocity at a point. The edge weight is

then product of the appearance probability Pa and the mo-

tion probability Pm.

The complete proposed Multi-target tracking algorithm

using average shortest path can be summarized by Algo-

rithm 2.

3. Experimental results

We evaluate our approach on the publicly avaiable ETH

mobile platform dataset. We show quantitative as well as

qualitative results for comparison against three state of the
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Algorithm 2 Average Shortest Path framework:

Input: Video V

1: Run object detector to obtain detection responses

2: Generate initial tracklets for the the heirarchical

pipeline

3: Set γ to its initial value for the lowest level of the hier-

archy

4: while there is a remaining γ value AND there is at least

one cycle in the graph do

5: Construct graph G representing each tracklet as a

node

6: Define the edge weight w and edge length l to reflect

affinity between a pair of tracklets as described in

section 2.4, subject to the γ constraint

7: Attempt to link tracklets into larger tracklets using

the average shortest path in the constructed graph by

using the graph algorithm described in Section 2.3.

8: if negative cycle is found then

9: Remove tracklets corresponding to nodes in the

detected cycle from G

10: GOTO line 7

11: end if

12: Update γ to next hierarchical level

13: end while

Output: Final remaining tracklets from highest level of the

hierarchy as tracks

art methods [13, 24, 25]. We use the input detection re-

sponses and the ground-truth annotations provided by au-

thors of [24] for fair comparison with the state of the art

methods. We use five different values of γ: 2, 5, 10, 50 and

100 at each tracking stage of the pipeline respectively. We

set θ1 = 5 pixels for position threshold and θ2 >= 0.5 for

color histogram correlation coefficient in our dual threshold

based tracklet generation.

3.1. ETH mobile platform dataset

ETH dataset is a challenging video dataset captured by a

pair of stereo pair cameras, which are mounted looking for-

ward on a baby stroller moving through a busy street scene.

Linear motion affinity between two tracklets is sometimes

unreliable due to panning motions in the stroller move-

ment. The cameras are placed at a lower position on the

stroller, and therefore total occlusions happen quite often

in these videos. This generally increases the difficulty of

this dataset. We choose this dataset as it is ideally suited to

prove that the proposed method is quite adept at handling

short and long occlusions equally and gives an improved

performance compared to the other methods. The frame rate

is roughly 14-15 fps and the image size is 640 x 480 pixels

for all videos. The input annotations provided by [24] is

only for pedestrian detection and not for multi person track-

ing. This set of annotations includes several frames missing

detection of several objects for varying amount of frames.

This creates artificial occlusions which also makes it ideal to

demonstrate our system’s performance. We use the ground-

truth annotations and automatic evaluation code provided

by [24] for quantitative evaluation. For fair comparison we

use the same two sequences “BAHNHOF” and “SUNNY

DAY” from left camera that are used in comparison pa-

per experiments. In these provided annotations, “BAHN-

HOF” sequence contains 95 individuals over 999 frames.

“SUNNY DAY” sequence contains 30 individuals over 354

frames. Again for fair comparison, similar to [13, 24, 25],

we also do not use stereo depth maps, structure from motion

localization or ground plane estimation in our method.

3.2. Evaluation Metric

For a fair comparison with the comparitive methods we

choose to evaluate our system performance using the same

metrics as defined in [24]. We use the automatic evaluation

tool provided by the authors of [24]. Since it is difficult to

use a single score to judge any tracking performance, sev-

eral definitions are used as follows:

• Recall (↑): correctly matched detections/ total detc-

tions in ground truth.

• Precision(↑): correcty matched detections/ total detec-

tions in the tracking result.

• FAF(↓): Average flase alarms per frame.

• GT: the number of trajectories in ground truth.

• MT(↑): the ratio of mostly tracked trajectories, which

are successfully tracked for more than 80%.

• ML(↓): the ratio of mostly lost trajectories, which are

successfully tracked for less than 20%.

• PT(↓): the ratio of partially tracked trajectores, i.e.,

1-MT-ML.

• Frag(↓): fragments, the number of times the ground

truth trajectory is interrupted.

• IDS(↓):id switch, the number of times that a tracked

trajectory changes its matched id.

Higher score indicate better results for items with ↑ and

lower scores indicate better results for those with ↓.
The quantitative results with comparisons against [13,

24, 25] are shown in Table 1. We can see that our ap-

proach achieves a competitive performance on most eval-

uation metrics. Low IDS scores indicate that our approach

can better track targets even with severe occlusion and less

reliable motion models. Figure 5 shows some qualitative vi-

sual tracking results by our average shortest path approach.
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Method Recall Precision FAF GT MT PT ML Frag IDS

PRIMPT [13] 76.8% 86.6% 0.891 125 58.4% 33.6% 8.0% 23 11

Online CRF Tracking [24] 79.0% 90.4% 0.637 125 68.0% 24.8% 7.2% 19 11

Part Model + CFT [25] 81.0% 87.8% 0.861 125 78.2% 12.9% 8.9% 19 11

Proposed method 78% 89% 0.690 125 66% 24.2% 9.8% 20 5

Table 1. ETH dataset tracking results comparison. Detection results are same as used in [13, 24, 25] provided by courtesy of authors of

[24]

b) Tracking results on BAHNHOF scene

a) Tracking results on SUNNY DAY scene

Frame 194Frame 193Frame 192Frame 191

Frame 19Frame 18Frame 17Frame 16

Frame 149Frame 148Frame 147Frame 146

Frame 124Frame 123Frame 122Frame 121

Frame 301Frame 300Frame 299Frame 298

Frame 823Frame 822Frame 821Frame 820

Figure 5. Tracking results on BAHNHOF and SUNNY DAY scene with each target displayed in a different color.
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Also the lower False alarms per frame score of our method

shows that our method is less prone to false detections.

3.3. Speed

We note in section 2.3 that our algorithm in worst case

still runs in polynomial time and is polynomial in the num-

ber of tracklets. Our experiments are performed on an Intel

3.0 Ghz PC with 8G memory and is implemented in C++

and Matlab. As is the case with the comparison methods

[13, 24, 25], we do not include time associated with acc-

quiring detection responses in the measurements.

4. Conclusion and future work

In this paper we describe a min-cost flow graph problem

called the average shortest path. We formulate multi-target

tracking in this average shortest path based framework in

an hierarchical pipeline. This formulation allows us to bet-

ter utilize a less-than-perfect object detector, thereby allow-

ing us to handle misdetections caused by the object detec-

tor. The proposed graph method encodes global information

into its structure, allowing it to handle severe occlusion, re-

sulting in fewer identity switches and less track fragmenta-

tion. We achieve comparable results with the state of the art

comparison methods on the challenging ETH dataset. Fur-

ther improvement can be achieved by introducing pairwise

tracklet information in the average shortest path framework

and more advanced affinity models. A better entry and exit

edge weight formulation as well as an online learning affin-

ity model framework can be incorporated in the graph for-

mulation discussed in this paper.
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